
 

UNIT-III 

Iteration 

Reassignment 
As you may have discovered, it is legal to make more than one assignment to the same 

variable. A new assignment makes an existing variable refer to a new value (and stop referring 

to the old value). 

>>> x = 5 
>>> x 
5 

>>> x = 7 
>>> x 
7 

The first time we display x, its value is 5; the second time, its value is 7. Figure 7-

1 shows what reassignment looks like in a state diagram. 

At this point I want to address a common source of confusion. Because Python uses the equal 

sign (=) for assignment, it is tempting to interpret a statement like a = b as a mathematical 

proposition of equality; that is, the claim that a and b are equal. But this interpretation is 

wrong. 

First, equality is a symmetric relationship and assignment is not. For example, in 

mathematics, if a=7 then 7=a. But in Python, the statement a = 7 is legal and 7 = a is not. 

 
 

Also, in mathematics, a proposition of equality is either true or false for all time. If a=b now, 

then a will always equal b. In Python, an assignment statement can make two variables 

equal, but they don’t have to stay that way: 

>>> a = 5 

>>> b = a # a and b are now equal 

>>> a = 3 # a and b are no longer equal 
>>> b 
5 

The third line changes the value of a but does not change the value of b, so they are no longer 

equal. 

Reassigning variables is often useful, but you should use it with caution. If the values of 

variables change frequently, it can make the code difficult to read and debug. 
 

Figure 7-1. State diagram. 



  

Updating Variables 
A common kind of reassignment is an update, where the new value of the variable depends 

on the old. 

>>> x = x + 1 

This means “get the current value of x, add one, and then update x with the new value.” 

If you try to update a variable that doesn’t exist, you get an error, because Python evaluates 

the right side before it assigns a value to x: 

>>> x = x + 1 

NameError: name 'x' is not defined 

Before you can update a variable, you have to initialize it, usually with a simple 

assignment: 

>>> x = 0 

>>> x = x + 1 

Updating a variable by adding 1 is called an increment; subtracting 1 is called a 

decrement. 

The while Statement 
Computers are often used to automate repetitive tasks. Repeating identical or similar tasks 

without making errors is something that computers do well and people do poorly. In a 

computer program, repetition is also called iteration. 

We have already seen two functions, countdown and print_n, that iterate using recur‐ sion. 

Because iteration is so common, Python provides language features to make it easier. One is 

the for statement we saw in “Simple Repetition” on page 37. We’ll get back to that later. 

Another is the while statement. Here is a version of countdown that uses a while 

statement: 

def countdown(n): 
while n > 0: 

print(n) n 
= n - 1 

print('Blastoff!') 

You can almost read the while statement as if it were English. It means, “While n is greater 

than 0, display the value of n and then decrement n. When you get to 0, dis‐ play the word 

Blastoff!” 

More formally, here is the flow of execution for a while statement: 

1. Determine whether the condition is true or false. 

2. If false, exit the while statement and continue execution at the next statement. 

3. If the condition is true, run the body and then go back to step 1. 



 

This type of flow is called a loop because the third step loops back around to the top. 

The body of the loop should change the value of one or more variables so that the condition 

becomes false eventually and the loop terminates. Otherwise the loop will repeat forever, 

which is called an infinite loop. An endless source of amusement for computer scientists is the 

observation that the directions on shampoo, “Lather, rinse, repeat”, are an infinite loop. 

In the case of countdown, we can prove that the loop terminates: if n is zero or nega‐ tive, the 

loop never runs. Otherwise, n gets smaller each time through the loop, so eventually we have 

to get to 0. 

For some other loops, it is not so easy to tell. For example: 

def sequence(n): while 
n != 1: 

print(n) 
if n % 2 == 0: # n is even n 

= n / 2 

else: # n is odd 

n = n*3 + 1 

The condition for this loop is n != 1, so the loop will continue until n is 1, which makes the 

condition false. 

Each time through the loop, the program outputs the value of n and then checks whether it 

is even or odd. If it is even, n is divided by 2. If it is odd, the value of n is replaced with n*3 + 1. 

For example, if the argument passed to sequence is 3, the resulting values of n are 3, 10, 5, 

16, 8, 4, 2, 1. 

Since n sometimes increases and sometimes decreases, there is no obvious proof that n will ever 

reach 1, or that the program terminates. For some particular values of n, we can prove 

termination. For example, if the starting value is a power of two, n will be even every time 

through the loop until it reaches 1. The previous example ends with such a sequence, 

starting with 16. 

The hard question is whether we can prove that this program terminates for all posi‐ tive values 

of n. So far, no one has been able to prove it or disprove it! (See http:// 

en.wikipedia.org/wiki/Collatz_conjecture.) 

As an exercise, rewrite the function print_n from “Recursion” on page 51 using itera‐ tion 

instead of recursion. 

break 
Sometimes you don’t know it’s time to end a loop until you get halfway through the body. In 

that case you can use the break statement to jump out of the loop. 

For example, suppose you want to take input from the user until they type done. You could 

write: 
  

http://en.wikipedia.org/wiki/Collatz_conjecture
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while True: 
line = input('> ') if line 
== 'done': 

break 
print(line) 

 

print('Done!') 

The loop condition is True, which is always true, so the loop runs until it hits the break 

statement. 

Each time through, it prompts the user with an angle bracket. If the user types done, the break 

statement exits the loop. Otherwise the program echoes whatever the user types and goes back 

to the top of the loop. Here’s a sample run: 

> not done 
not done 

> done 
Done! 

This way of writing while loops is common because you can check the condition 

anywhere in the loop (not just at the top) and you can express the stop condition 

affirmatively (“stop when this happens”) rather than negatively (“keep going until that 

happens”). 

Square Roots 
Loops are often used in programs that compute numerical results by starting with an 

approximate answer and iteratively improving it. 

For example, one way of computing square roots is Newton’s method. Suppose that you want 

to know the square root of a. If you start with almost any estimate, x, you can compute a 

better estimate with the following formula: 

 

y = 
x + a/x 

 
For example, if a is 4 and x is 3: 

>>> a = 4 

>>> x = 3 

>>> y = (x + a/x) / 2 
>>> y 
2.16666666667 

The result is closer to the correct answer ( new 

estimate, it gets even closer: 

>>> x = y 

>>> y = (x + a/x) / 2 
>>> y 
2.00641025641 

= 2). If we repeat the process with the 4 



 

After a few more updates, the estimate is almost exact: 

>>> x = y 

>>> y = (x + a/x) / 2 
>>> y 
2.00001024003 

>>> x = y 

>>> y = (x + a/x) / 2 
>>> y 
2.00000000003 

In general we don’t know ahead of time how many steps it takes to get to the right answer, 

but we know when we get there because the estimate stops changing: 

>>> x = y 

>>> y = (x + a/x) / 2 
>>> y 
2.0 

>>> x = y 

>>> y = (x + a/x) / 2 
>>> y 
2.0 

When y == x, we can stop. Here is a loop that starts with an initial estimate, x, and improves it 

until it stops changing: 

while True: 

print(x) 
y = (x + a/x) / 2 if y 
== x: 

break 
x = y 

For most values of a this works fine, but in general it is dangerous to test float equal‐ ity. 

Floating-point values are only approximately right: most rational numbers, like 1/3, and 

irrational numbers, like 2, can’t be represented exactly with a float. 

Rather than checking whether x and y are exactly equal, it is safer to use the built-in function abs 

to compute the absolute value, or magnitude, of the difference between them: 
 

if abs(y-x) < epsilon: break 

Where epsilon has a value, like 0.0000001, that determines how close is close enough. 



  

Algorithms 
Newton’s method is an example of an algorithm: it is a mechanical process for solv‐ ing a 

category of problems (in this case, computing square roots). 

To understand what an algorithm is, it might help to start with something that is not an 

algorithm. When you learned to multiply single-digit numbers, you probably memorized 

the multiplication table. In effect, you memorized 100 specific solutions. That kind of 

knowledge is not algorithmic. 

But if you were “lazy”, you might have learned a few tricks. For example, to find the product of 

n and 9, you can write n-1 as the first digit and 10-n as the second digit. This trick is a general 

solution for multiplying any single-digit number by 9. That’s an algorithm! 

Similarly, the techniques you learned for addition with carrying, subtraction with 

borrowing, and long division are all algorithms. One of the characteristics of algo‐ rithms is 

that they do not require any intelligence to carry out. They are mechanical processes where 

each step follows from the last according to a simple set of rules. 

Executing algorithms is boring, but designing them is interesting, intellectually chal‐ lenging, 

and a central part of computer science. 

Some of the things that people do naturally, without difficulty or conscious thought, are the 

hardest to express algorithmically. Understanding natural language is a good example. We all 

do it, but so far no one has been able to explain how we do it, at least not in the form of an 

algorithm. 

Debugging 
As you start writing bigger programs, you might find yourself spending more time 

debugging. More code means more chances to make an error and more places for bugs to 

hide. 

One way to cut your debugging time is “debugging by bisection”. For example, if there are 100 

lines in your program and you check them one at a time, it would take 100 steps. 

Instead, try to break the problem in half. Look at the middle of the program, or near it, for an 

intermediate value you can check. Add a print statement (or something else that has a verifiable 

effect) and run the program. 

If the mid-point check is incorrect, there must be a problem in the first half of the program. If 

it is correct, the problem is in the second half. 



  

Every time you perform a check like this, you halve the number of lines you have to search. 

After six steps (which is fewer than 100), you would be down to one or two lines of code, at 

least in theory. 

In practice it is not always clear what the “middle of the program” is and not always possible to 

check it. It doesn’t make sense to count lines and find the exact midpoint. Instead, think about 

places in the program where there might be errors and places where it is easy to put a check. 

Then choose a spot where you think the chances are about the same that the bug is before or 

after the check. 
  



  

 

Strings 
Strings are not like integers, floats, and booleans. A string is a sequence, which means it is an 

ordered collection of other values. In this chapter you’ll see how to access the characters that 

make up a string, and you’ll learn about some of the methods strings provide. 

A String Is a Sequence 
A string is a sequence of characters. You can access the characters one at a time with the 

bracket operator: 

>>> fruit = 'banana' 

>>> letter = fruit[1] 

The second statement selects character number 1 from fruit and assigns it to 

letter. 

The expression in brackets is called an index. The index indicates which character in the 

sequence you want (hence the name). 

But you might not get what you expect: 

>>> letter 'a' 

For most people, the first letter of 'banana' is b, not a. But for computer scientists, the index is 

an offset from the beginning of the string, and the offset of the first letter is zero. 

>>> letter = fruit[0] 
>>> letter 'b' 

So b is the 0th letter (“zero-eth”) of 'banana', a is the 1th letter (“one-eth”), and n is the 2th letter 

(“two-eth”). 

As an index, you can use an expression that contains variables and operators: 

>>> i = 1 
>>> fruit[i] 'a' 
>>> fruit[i+1] 'n' 

But the value of the index has to be an integer. Otherwise you get: 

>>> letter = fruit[1.5] 

TypeError: string indices must be integers 
 

len 
len is a built-in function that returns the number of characters in a string: 

>>> fruit = 'banana' 
>>> len(fruit) 6 

To get the last letter of a string, you might be tempted to try something like this: 

>>> length = len(fruit) 



  

>>> last = fruit[length] 

IndexError: string index out of range 

The reason for the IndexError is that there is no letter in 'banana' with the index 6. Since we 

started counting at zero, the six letters are numbered 0 to 5. To get the last character, you have 

to subtract 1 from length: 

>>> last = fruit[length-1] 
>>> last 
'a' 

Or you can use negative indices, which count backward from the end of the string. The 

expression fruit[-1] yields the last letter, fruit[-2] yields the second to last, and so on. 

Traversal with a for Loop 
A lot of computations involve processing a string one character at a time. Often they start at the 

beginning, select each character in turn, do something to it, and continue until the end. This 

pattern of processing is called a traversal. One way to write a tra‐ versal is with a while loop: 

index = 0 
while index < len(fruit): letter 

= fruit[index] print(letter) 

index = index + 1 

This loop traverses the string and displays each letter on a line by itself. The loop con‐ dition is 

index < len(fruit), so when index is equal to the length of the string, the condition is false, and 

the body of the loop doesn’t run. The last character accessed is the one with the index len(fruit)-

1, which is the last character in the string. 

As an exercise, write a function that takes a string as an argument and displays the letters 

backward, one per line. 

Another way to write a traversal is with a for loop: 

for letter in fruit: 
print(letter) 

Each time through the loop, the next character in the string is assigned to the variable 

letter. The loop continues until no characters are left. 

The following example shows how to use concatenation (string addition) and a for loop to 

generate an abecedarian series (that is, in alphabetical order). In Robert McCloskey’s book 

Make Way for Ducklings, the names of the ducklings are Jack, Kack, Lack, Mack, Nack, Ouack, 

Pack, and Quack. This loop outputs these names in order: 

prefixes = 'JKLMNOPQ' 
suffix = 'ack' 

 

for letter in prefixes: print(letter 
+ suffix) 

  



  

The output is: 

Jack 
Kac
k 
Lack 
Mac
k 
Nac
k 
Oac
k 
Pack 
Qac
k 

Of course, that’s not quite right because “Ouack” and “Quack” are misspelled. As an exercise, 

modify the program to fix this error. 

String Slices 
A segment of a string is called a slice. Selecting a slice is similar to selecting a charac‐ ter: 

>>> s = 'Monty Python' 

>>> s[0:5] 

'Monty' 

>>> s[6:12] 

'Python' 

The operator [n:m] returns the part of the string from the “n-eth” character to the “m-eth” 

character, including the first but excluding the last. This behavior is counter‐ intuitive, but it 

might help to imagine the indices pointing between the characters, as in Figure 8-1. 
 

Figure 8-1. Slice indices. 

If you omit the first index (before the colon), the slice starts at the beginning of the string. If 

you omit the second index, the slice goes to the end of the string: 

>>> fruit = 'banana' 
>>> fruit[:3] 
'ban' 
>>> fruit[3:] 
'ana' 

If the first index is greater than or equal to the second the result is an empty string, 

represented by two quotation marks: 

>>> fruit = 'banana' 
>>> fruit[3:3] '' 

An empty string contains no characters and has length 0, but other than that, it is the same as any 



  

other string. 

Continuing this example, what do you think fruit[:] means? Try it and see. 

Strings Are Immutable 
It is tempting to use the [] operator on the left side of an assignment, with the inten‐ tion of 

changing a character in a string. For example: 

>>> greeting = 'Hello, world!' 

>>> greeting[0] = 'J' 

TypeError: 'str' object does not support item assignment 

The “object” in this case is the string and the “item” is the character you tried to assign. For 

now, an object is the same thing as a value, but we will refine that defini‐ tion later (“Objects 

and Values” on page 114). 

The reason for the error is that strings are immutable, which means you can’t change an existing 

string. The best you can do is create a new string that is a variation on the original: 

>>> greeting = 'Hello, world!' 

>>> new_greeting = 'J' + greeting[1:] 
>>> new_greeting 
'Jello, world!' 

This example concatenates a new first letter onto a slice of greeting. It has no effect on the 

original string. 

Searching 
What does the following function do? 

def find(word, letter): index 
= 0 

while index < len(word): 
if word[index] == letter: return 

index 
index = index + 1 

return -1 

In a sense, find is the inverse of the [] operator. Instead of taking an index and extracting the 

corresponding character, it takes a character and finds the index where that character appears. If 

the character is not found, the function returns -1. 

This is the first example we have seen of a return statement inside a loop. If 
word[index] == letter, the function breaks out of the loop and returns immedi‐ ately. 

If the character doesn’t appear in the string, the program exits the loop normally and returns -1. 

This pattern of computation—traversing a sequence and returning when we find what we 

are looking for—is called a search. 

As an exercise, modify find so that it has a third parameter: the index in word where it should 

start looking. 



  

Looping and Counting 
The following program counts the number of times the letter a appears in a string: 

word = 'banana' 
count = 0 
for letter in word: if letter 

== 'a': 
count = count + 1 

print(count) 

This program demonstrates another pattern of computation called a counter. The variable 

count is initialized to 0 and then incremented each time an a is found. When the loop exits, 

count contains the result—the total number of a’s. 

As an exercise, encapsulate this code in a function named count, and generalize it so that it 

accepts the string and the letter as arguments. 

Then rewrite the function so that instead of traversing the string, it uses the three- parameter 

version of find from the previous section. 

String Methods 
Strings provide methods that perform a variety of useful operations. A method is similar to 

a function—it takes arguments and returns a value—but the syntax is dif‐ ferent. For 

example, the method upper takes a string and returns a new string with all uppercase letters. 

Instead of the function syntax upper(word), it uses the method syntax word.upper(): 

>>> word = 'banana' 

>>> new_word = word.upper() 
>>> 
new_word 
'BANANA' 

This form of dot notation specifies the name of the method, upper, and the name of the string 

to apply the method to, word. The empty parentheses indicate that this method takes no 

arguments. 

A method call is called an invocation; in this case, we would say that we are invoking 

upper on word. 

As it turns out, there is a string method named find that is remarkably similar to the function 

we wrote: 

>>> word = 'banana' 

>>> index = word.find('a') 
>>> index 
1 

In this example, we invoke find on word and pass the letter we are looking for as a 

parameter. 



  

Actually, the find method is more general than our function; it can find substrings, not just 

characters: 

>>> word.find('na') 2 

By default, find starts at the beginning of the string, but it can take a second argu‐ ment, the 

index where it should start: 

>>> word.find('na', 3) 

4 

This is an example of an optional argument. find can also take a third argument, the index 

where it should stop: 

>>> name = 'bob' 

>>> name.find('b', 1, 2) 

-1 

This search fails because b does not appear in the index range from 1 to 2, not includ‐ ing 2. 

Searching up to, but not including, the second index makes find consistent with the slice 

operator. 

The in Operator 
The word in is a boolean operator that takes two strings and returns True if the first appears as 

a substring in the second: 

>>> 'a' in 'banana' True 
>>> 'seed' in 'banana' False 

For example, the following function prints all the letters from word1 that also appear in word2: 

def in_both(word1, word2): for 
letter in word1: 

if letter in word2: print(letter) 

With well-chosen variable names, Python sometimes reads like English. You could read this 

loop, “for (each) letter in (the first) word, if (the) letter (appears) in (the sec‐ ond) word, print 

(the) letter.” 

Here’s what you get if you compare apples and oranges: 

>>> in_both('apples', 'oranges') a 
e 
s 



  

String Comparison 
The relational operators work on strings. To see if two strings are equal: 

if word == 'banana': 

print('All right, bananas.') 

Other relational operations are useful for putting words in alphabetical order: 

if word < 'banana': 
print('Your word, ' + word + ', comes before banana.') elif word > 

'banana': 
print('Your word, ' + word + ', comes after banana.') else: 

print('All right, bananas.') 

Python does not handle uppercase and lowercase letters the same way people do. All the 

uppercase letters come before all the lowercase letters, so: 

Your word, Pineapple, comes before banana. 

A common way to address this problem is to convert strings to a standard format, such as all 

lowercase, before performing the comparison. Keep that in mind in case you have to defend 

yourself against a man armed with a Pineapple. 

Debugging 
When you use indices to traverse the values in a sequence, it is tricky to get the begin‐ ning and 

end of the traversal right. Here is a function that is supposed to compare two words and 

return True if one of the words is the reverse of the other, but it con‐ tains two errors: 

def is_reverse(word1, word2): 
if len(word1) != len(word2): return 

False 
 

i = 0 

j = len(word2) 
 

while j > 0: 
if word1[i] != word2[j]: 

return False 
i = i+1 j 
= j-1 

 

return True 

The first if statement checks whether the words are the same length. If not, we can return False 

immediately. Otherwise, for the rest of the function, we can assume that the words are the same 

length. This is an example of the guardian pattern in “Check‐ ing Types” on page 69. 



  

i and j are indices: i traverses word1 forward while j traverses word2 backward. If we find two 

letters that don’t match, we can return False immediately. If we get through the whole loop and 

all the letters match, we return True. 

If we test this function with the words “pots” and “stop”, we expect the return value 

True, but we get an IndexError: 

>>> is_reverse('pots', 'stop') 

... 
File "reverse.py", line 15, in is_reverse if word1[i] 

!= word2[j]: 

IndexError: string index out of range 

For debugging this kind of error, my first move is to print the values of the indices 

immediately before the line where the error appears. 

while j > 0: 

print(i, j) # print here 
 

if word1[i] != word2[j]: 
return False 

i = i+1 j 
= j-1 

Now when I run the program again, I get more information: 

>>> is_reverse('pots', 'stop') 0 4 

... 

IndexError: string index out of range 

The first time through the loop, the value of j is 4, which is out of range for the string 'pots'. The 

index of the last character is 3, so the initial value for j should be len(word2)-1. 

If I fix that error and run the program again, I get: 

>>> is_reverse('pots', 'stop') 0 3 

1 2 

2 1 

True 

This time we get the right answer, but it looks like the loop only ran three times, which is 

suspicious. To get a better idea of what is happening, it is useful to draw a state diagram. 

During the first iteration, the frame for is_reverse is shown in Figure 8-2. 





  

 
Figure 8-2. State diagram. 

I took some license by arranging the variables in the frame and adding dotted lines to show that 

the values of i and j indicate characters in word1 and word2. 

Starting with this diagram, run the program on paper, changing the values of i and j 

during each iteration. Find and fix the second error in this function. 
  



  

 

Reading Word Lists 
This file is in plain text, so you can open it with a text editor, but you can also read it from 

Python. The built-in function open takes the name of the file as a parameter and returns a file 

object you can use to read the file. 

>>> fin = open('words.txt') 

fin is a common name for a file object used for input. The file object provides several methods for 

reading, including readline, which reads characters from the file until it gets to a newline and 

returns the result as a string: 

>>> fin.readline() 
'aa\r\n' 



  

The first word in this particular list is “aa”, which is a kind of lava. The sequence \r\n represents 

two whitespace characters, a carriage return and a newline, that separate this word from the 

next. 

The file object keeps track of where it is in the file, so if you call readline again, you get the next 

word: 

>>> fin.readline() 
'aah\r\n' 

The next word is “aah”, which is a perfectly legitimate word, so stop looking at me like that. Or, if 

it’s the whitespace that’s bothering you, we can get rid of it with the string method strip: 

>>> line = fin.readline() 

>>> word = line.strip() 
>>> word 
'aahed' 

You can also use a file object as part of a for loop. This program reads words.txt and prints each 

word, one per line: 

fin = open('words.txt') for 
line in fin: 

word = line.strip() 
print(word) 

 

Exercises 
There are solutions to these exercises in the next section. You should at least attempt each one 

before you read the solutions. 

 
Exercise 9-1. 

Write a program that reads words.txt and prints only the words with more than 20 characters 

(not counting whitespace). 

 
Exercise 9-2. 

In 1939 Ernest Vincent Wright published a 50,000-word novel called Gadsby that does 

not contain the letter “e”. Since “e” is the most common letter in English, that’s not easy to do. 

In fact, it is difficult to construct a solitary thought without using that most common symbol. It 

is slow going at first, but with caution and hours of training you can gradu‐ ally gain facility. 

All right, I’ll stop now. 





  

Write a function called has_no_e that returns True if the given word doesn’t have the letter “e” 

in it. 

Modify your program from the previous section to print only the words that have no “e” and 

compute the percentage of the words in the list that have no “e”. 

 
Exercise 9-3. 

Write a function named avoids that takes a word and a string of forbidden letters, and that 

returns True if the word doesn’t use any of the forbidden letters. 

Modify your program to prompt the user to enter a string of forbidden letters and then print 

the number of words that don’t contain any of them. Can you find a com‐ bination of five 

forbidden letters that excludes the smallest number of words? 

 
Exercise 9-4. 

Write a function named uses_only that takes a word and a string of letters, and that returns True 

if the word contains only letters in the list. Can you make a sentence using only the letters 

acefhlo? Other than “Hoe alfalfa?” 

 
Exercise 9-5. 

Write a function named uses_all that takes a word and a string of required letters, and that 

returns True if the word uses all the required letters at least once. How many words are there that 

use all the vowels aeiou? How about aeiouy? 

 
Exercise 9-6. 

Write a function called is_abecedarian that returns True if the letters in a word appear in 

alphabetical order (double letters are okay). How many abecedarian words are there? 

Search 
All of the exercises in the previous section have something in common; they can be solved 

with the search pattern we saw in “Searching” on page 89. The simplest exam‐ ple is: 

def has_no_e(word): 
for letter in word: if letter 

== 'e': 
return False 

return True 



  

The for loop traverses the characters in word. If we find the letter “e”, we can immedi‐ ately return 

False; otherwise we have to go to the next letter. If we exit the loop nor‐ mally, that means we 

didn’t find an “e”, so we return True. 

You could write this function more concisely using the in operator, but I started with this 

version because it demonstrates the logic of the search pattern. 

avoids is a more general version of has_no_e but it has the same structure: 

def avoids(word, forbidden): for 
letter in word: 

if letter in forbidden: return 
False 

return True 

We can return False as soon as we find a forbidden letter; if we get to the end of the loop, we 

return True. 

uses_only is similar except that the sense of the condition is reversed: 

def uses_only(word, available): for 
letter in word: 

if letter not in available: return 
False 

return True 

Instead of a list of forbidden letters, we have a list of available letters. If we find a let‐ ter in word 

that is not in available, we can return False. 

uses_all is similar except that we reverse the role of the word and the string of let‐ ters: 

def uses_all(word, required): for 
letter in required: 

if letter not in word: return 
False 

return True 

Instead of traversing the letters in word, the loop traverses the required letters. If any of the 

required letters do not appear in the word, we can return False. 

If you were really thinking like a computer scientist, you would have recognized that uses_all 

was an instance of a previously solved problem, and you would have writ‐ ten: 

def uses_all(word, required): 

return uses_only(required, word) 

This is an example of a program development plan called reduction to a previously solved 

problem, which means that you recognize the problem you are working on as an instance of a 

solved problem and apply an existing solution. 



  

Looping with Indices 
I wrote the functions in the previous section with for loops because I only needed the characters 

in the strings; I didn’t have to do anything with the indices. 

For is_abecedarian we have to compare adjacent letters, which is a little tricky with a for loop: 

def is_abecedarian(word): 
previous = word[0] for c 
in word: 

if c < previous: 
return False 

previous = c 
return True 

An alternative is to use recursion: 

def is_abecedarian(word): if 
len(word) <= 1: 

return True 
if word[0] > word[1]: 

return False 

return is_abecedarian(word[1:]) 

Another option is to use a while loop: 

def is_abecedarian(word): i = 0 

while i < len(word)-1: 
if word[i+1] < word[i]: 

return False 
i = i+1 

return True 

The loop starts at i=0 and ends when i=len(word)-1. Each time through the loop, it compares 

the ith character (which you can think of as the current character) to the i 

+1th character (which you can think of as the next). 

If the next character is less than (alphabetically before) the current one, then we have discovered 

a break in the abecedarian trend, and we return False. 

If we get to the end of the loop without finding a fault, then the word passes the test. To convince 

yourself that the loop ends correctly, consider an example like 'flossy'. The length of the word is 

6, so the last time the loop runs is when i is 4, which is the index of the second-to-last character. 

On the last iteration, it compares the second-to- last character to the last, which is what we 

want. 

Here is a version of is_palindrome (see Exercise 6-3) that uses two indices: one starts at the 

beginning and goes up; the other starts at the end and goes down. 



  

def is_palindrome(word): i = 
0 

j = len(word)-1 
 

while i<j: 
if word[i] != word[j]: 

return False 
i = i+1 j 
= j-1 

 

return True 

Or we could reduce to a previously solved problem and write: 

def is_palindrome(word): 

return is_reverse(word, word) 

Using is_reverse from Figure 8-2. 

Debugging 
Testing programs is hard. The functions in this chapter are relatively easy to test because 

you can check the results by hand. Even so, it is somewhere between difficult and impossible to 

choose a set of words that test for all possible errors. 

Taking has_no_e as an example, there are two obvious cases to check: words that have an ‘e’ 

should return False, and words that don’t should return True. You should have no trouble 

coming up with one of each. 

Within each case, there are some less obvious subcases. Among the words that have an “e”, you 

should test words with an “e” at the beginning, the end, and somewhere in the middle. You 

should test long words, short words, and very short words, like the empty string. The empty 

string is an example of a special case, which is one of the non-obvious cases where errors 

often lurk. 

In addition to the test cases you generate, you can also test your program with a word list like 

words.txt. By scanning the output, you might be able to catch errors, but be careful: you might 

catch one kind of error (words that should not be included, but are) and not another (words 

that should be included, but aren’t). 

In general, testing can help you find bugs, but it is not easy to generate a good set of test cases, 

and even if you do, you can’t be sure your program is correct. According to a legendary 

computer scientist: 

Program testing can be used to show the presence of bugs, but never to show their absence! 

—Edsger W. Dijkstra 



  

 

CHAPTER 10 

Lists 
This chapter presents one of Python’s most useful built-in types: lists. You will also learn 

more about objects and what can happen when you have more than one name for the same 

object. 

A List Is a Sequence 
Like a string, a list is a sequence of values. In a string, the values are characters; in a list, they 

can be any type. The values in a list are called elements or sometimes items. 

There are several ways to create a new list; the simplest is to enclose the elements in square 

brackets ([ and ]): 

[10, 20, 30, 40] 

['crunchy frog', 'ram bladder', 'lark vomit'] 

The first example is a list of four integers. The second is a list of three strings. The elements 

of a list don’t have to be the same type. The following list contains a string, a float, an integer, and 

(lo!) another list: 

['spam', 2.0, 5, [10, 20]] 

A list within another list is nested. 

A list that contains no elements is called an empty list; you can create one with empty brackets, 

[]. 

As you might expect, you can assign list values to variables: 

>>> cheeses = ['Cheddar', 'Edam', 'Gouda'] 

>>> numbers = [42, 123] 

>>> empty = [] 
>>> print(cheeses, numbers, empty) ['Cheddar', 
'Edam', 'Gouda'] [42, 123] [] 



  

Lists Are Mutable 
The syntax for accessing the elements of a list is the same as for accessing the charac‐ ters of a 

string—the bracket operator. The expression inside the brackets specifies the index. 

Remember that the indices start at 0: 

>>> cheeses[0] 
'Cheddar' 

Unlike strings, lists are mutable. When the bracket operator appears on the left side of an 

assignment, it identifies the element of the list that will be assigned: 

>>> numbers = [42, 123] 

>>> numbers[1] = 5 
>>> numbers 
[42, 5] 

The one-eth element of numbers, which used to be 123, is now 5. Figure 10-

1 shows the state diagram for cheeses, numbers and empty. 

 
Figure 10-1. State diagram. 

Lists are represented by boxes with the word “list” outside and the elements of the list inside. 

cheeses refers to a list with three elements indexed 0, 1 and 2. numbers con‐ tains two elements; 

the diagram shows that the value of the second element has been reassigned from 123 to 5. 

empty refers to a list with no elements. 



  

List indices work the same way as string indices: 

• Any integer expression can be used as an index. 

• If you try to read or write an element that does not exist, you get an IndexError. 

• If an index has a negative value, it counts backward from the end of the list. 

 
The in operator also works on lists: 

>>> cheeses = ['Cheddar', 'Edam', 'Gouda'] 
>>> 'Edam' in cheeses 
True 
>>> 'Brie' in cheeses False 

 

Traversing a List 
The most common way to traverse the elements of a list is with a for loop. The syntax is the same 

as for strings: 

for cheese in cheeses: 
print(cheese) 

This works well if you only need to read the elements of the list. But if you want to write or 

update the elements, you need the indices. A common way to do that is to combine the built-

in functions range and len: 

for i in range(len(numbers)): 
numbers[i] = numbers[i] * 2 

This loop traverses the list and updates each element. len returns the number of ele‐ ments in the 

list. range returns a list of indices from 0 to n-1, where n is the length of the list. Each time 

through the loop, i gets the index of the next element. The assign‐ ment statement in the body 

uses i to read the old value of the element and to assign the new value. 

A for loop over an empty list never runs the body: 

for x in []: 

print('This never happens.') 

Although a list can contain another list, the nested list still counts as a single element. The length 

of this list is four: 

['spam', 1, ['Brie', 'Roquefort', 'Pol le Veq'], [1, 2, 3]] 



  

List Operations 
The + operator concatenates lists: 

>>> a = [1, 2, 3] 

>>> b = [4, 5, 6] 

>>> c = a + b 

>>> c 

[1, 2, 3, 4, 5, 6] 

The * operator repeats a list a given number of times: 

>>> [0] * 4 

[0, 0, 0, 0] 

>>> [1, 2, 3] * 3 

[1, 2, 3, 1, 2, 3, 1, 2, 3] 

The first example repeats [0] four times. The second example repeats the list [1, 2, 3] three 

times. 

List Slices 
The slice operator also works on lists: 

>>> t = ['a', 'b', 'c', 'd', 'e', 'f'] 
>>> t[1:3] ['b', 
'c'] 

>>> t[:4] 

['a', 'b', 'c', 'd'] 

>>> t[3:] 

['d', 'e', 'f'] 

If you omit the first index, the slice starts at the beginning. If you omit the second, the slice goes to 

the end. So if you omit both, the slice is a copy of the whole list: 

>>> t[:] 

['a', 'b', 'c', 'd', 'e', 'f'] 

Since lists are mutable, it is often useful to make a copy before performing operations that 

modify lists. 

A slice operator on the left side of an assignment can update multiple elements: 

>>> t = ['a', 'b', 'c', 'd', 'e', 'f'] 

>>> t[1:3] = ['x', 'y'] 

>>> t 

['a', 'x', 'y', 'd', 'e', 'f'] 



  

List Methods 
Python provides methods that operate on lists. For example, append adds a new ele‐ ment to 

the end of a list: 

>>> t = ['a', 'b', 'c'] 

>>> t.append('d') 

>>> t 

['a', 'b', 'c', 'd'] 

extend takes a list as an argument and appends all of the elements: 

>>> t1 = ['a', 'b', 'c'] 

>>> t2 = ['d', 'e'] 

>>> t1.extend(t2) 

>>> t1 

['a', 'b', 'c', 'd', 'e'] 

This example leaves t2 unmodified. 

sort arranges the elements of the list from low to high: 

>>> t = ['d', 'c', 'e', 'b', 'a'] 

>>> t.sort() 

>>> t 

['a', 'b', 'c', 'd', 'e'] 

Most list methods are void; they modify the list and return None. If you accidentally write t = 

t.sort(), you will be disappointed with the result. 

Map, Filter and Reduce 
To add up all the numbers in a list, you can use a loop like this: 

def add_all(t): 
total = 0 for x 
in t: 

total += x 
return total 

total is initialized to 0. Each time through the loop, x gets one element from the list. The += 

operator provides a short way to update a variable. This augmented assign‐ ment 

statement, 

total += x 

is equivalent to 

total = total + x 

As the loop runs, total accumulates the sum of the elements; a variable used this way is 

sometimes called an accumulator. 



 

 

Adding up the elements of a list is such a common operation that Python provides it as a built-

in function, sum: 

>>> t = [1, 2, 3] 
>>> sum(t) 
6 

An operation like this that combines a sequence of elements into a single value is 

sometimes called reduce. 

Sometimes you want to traverse one list while building another. For example, the fol‐ lowing 

function takes a list of strings and returns a new list that contains capitalized strings: 

def capitalize_all(t): res = 
[] 

for s in t: 
res.append(s.capitalize()) return 

res 

res is initialized with an empty list; each time through the loop, we append the next element. So 

res is another kind of accumulator. 

An operation like capitalize_all is sometimes called a map because it “maps” a function (in 

this case the method capitalize) onto each of the elements in a sequence. 

Another common operation is to select some of the elements from a list and return a sublist. For 

example, the following function takes a list of strings and returns a list that contains only the 

uppercase strings: 

def only_upper(t): res 
= [] 

for s in t: 
if s.isupper(): 

res.append(s) 

return res 

isupper is a string method that returns True if the string contains only uppercase let‐ ters. 

An operation like only_upper is called a filter because it selects some of the elements and filters 

out the others. 

Most common list operations can be expressed as a combination of map, filter and reduce. 

Deleting Elements 
There are several ways to delete elements from a list. If you know the index of the element 

you want, you can use pop: 

>>> t = ['a', 'b', 'c'] 

>>> x = t.pop(1) 
>>> t ['a', 
'c'] 

>>> x 

'b' 

pop modifies the list and returns the element that was removed. If you don’t provide an index, it 

deletes and returns the last element. 



 

If you don’t need the removed value, you can use the del operator: 

>>> t = ['a', 'b', 'c'] 

>>> del t[1] 
>>> t ['a', 
'c'] 

If you know the element you want to remove (but not the index), you can use remove: 

>>> t = ['a', 'b', 'c'] 

>>> t.remove('b') 
>>> t ['a', 
'c'] 

The return value from remove is None. 

To remove more than one element, you can use del with a slice index: 

>>> t = ['a', 'b', 'c', 'd', 'e', 'f'] 

>>> del t[1:5] 
>>> t ['a', 
'f'] 

As usual, the slice selects all the elements up to but not including the second index. 

Lists and Strings 
A string is a sequence of characters and a list is a sequence of values, but a list of char‐ acters is not 

the same as a string. To convert from a string to a list of characters, you can use list: 

>>> s = 'spam' 

>>> t = list(s) 

>>> t 

['s', 'p', 'a', 'm'] 

Because list is the name of a built-in function, you should avoid using it as a vari‐ able name. 

I also avoid l because it looks too much like 1. So that’s why I use t. 

The list function breaks a string into individual letters. If you want to break a string into words, 

you can use the split method: 

>>> s = 'pining for the fjords' 

>>> t = s.split() 

>>> t 

['pining', 'for', 'the', 'fjords'] 

An optional argument called a delimiter specifies which characters to use as word 

boundaries. The following example uses a hyphen as a delimiter: 

>>> s = 'spam-spam-spam' 

>>> delimiter = '-' 

>>> t = s.split(delimiter) 

>>> t 

['spam', 'spam', 'spam'] 

join is the inverse of split. It takes a list of strings and concatenates the elements. join is a string 

method, so you have to invoke it on the delimiter and pass the list as a parameter: 

>>> t = ['pining', 'for', 'the', 'fjords'] 

>>> delimiter = ' ' 



 

 

>>> s = delimiter.join(t) 

>>> s 

'pining for the fjords' 

In this case the delimiter is a space character, so join puts a space between words. To concatenate 

strings without spaces, you can use the empty string, '', as a delimiter. 

Objects and Values 
If we run these assignment statements: 

a = 'banana' b 
= 'banana' 

We know that a and b both refer to a string, but we don’t know whether they refer to the same 
string. There are two possible states, shown in Figure 10-2. 

 

Figure 10-2. State diagram. 
 

In one case, a and b refer to two different objects that have the same value. In the second case, 

they refer to the same object. 

To check whether two variables refer to the same object, you can use the is operator: 

>>> a = 'banana' 

>>> b = 'banana' 
>>> a is b 
True 

In this example, Python only created one string object, and both a and b refer to it. But when 

you create two lists, you get two objects: 

>>> a = [1, 2, 3] 

>>> b = [1, 2, 3] 
>>> a is b 
False 

So the state diagram looks like Figure 10-3. 
 

Figure 10-3. State diagram. 
  



 

 

In this case we would say that the two lists are equivalent, because they have the same elements, 

but not identical, because they are not the same object. If two objects are identical, they are also 

equivalent, but if they are equivalent, they are not necessarily identical. 

Until now, we have been using “object” and “value” interchangeably, but it is more precise to 

say that an object has a value. If you evaluate [1, 2, 3], you get a list object whose value is a 

sequence of integers. If another list has the same elements, we say it has the same value, but it is 

not the same object. 

Aliasing 
If a refers to an object and you assign b = a, then both variables refer to the same object: 

>>> a = [1, 2, 3] 

>>> b = a 
>>> b is a 
True 

The state diagram looks like Figure 10-4. 

 
Figure 10-4. State diagram. 

The association of a variable with an object is called a reference. In this example, there are 

two references to the same object. 

An object with more than one reference has more than one name, so we say that the object is 

aliased. 

If the aliased object is mutable, changes made with one alias affect the other: 

>>> b[0] = 42 

>>> a 

[42, 2, 3] 

Although this behavior can be useful, it is error-prone. In general, it is safer to avoid aliasing 

when you are working with mutable objects. 

For immutable objects like strings, aliasing is not as much of a problem. In this exam‐ ple: 
 

a = 'banana' b 
= 'banana' 

It almost never makes a difference whether a and b refer to the same string or not. 

  



 

 

List Arguments 
When you pass a list to a function, the function gets a reference to the list. If the func‐ tion 

modifies the list, the caller sees the change. For example, delete_head removes the first 

element from a list: 

def delete_head(t): del 
t[0] 

Here’s how it is used: 

>>> letters = ['a', 'b', 'c'] 

>>> delete_head(letters) 
>>> letters 
['b', 'c'] 

The parameter t and the variable letters are aliases for the same object. The stack diagram looks 

like Figure 10-5. 

 
Figure 10-5. Stack diagram. 

Since the list is shared by two frames, I drew it between them. 

It is important to distinguish between operations that modify lists and operations that create new 

lists. For example, the append method modifies a list, but the + operator creates a new list: 

>>> t1 = [1, 2] 

>>> t2 = t1.append(3) 
>>> t1 [1, 
2, 3] 

>>> t2 

None 

append modifies the list and returns None: 

>>> t3 = t1 + [4] 
>>> t1 [1, 
2, 3] 

>>> t3 

[1, 2, 3, 4] 

>>> t1 

The + operator creates a new list and leaves the original list unchanged. 

This difference is important when you write functions that are supposed to modify lists. For 

example, this function does not delete the head of a list: 

def bad_delete_head(t): 

t = t[1:] # WRONG! 

The slice operator creates a new list and the assignment makes t refer to it, but that doesn’t 

affect the caller. 



 

>>> t4 = [1, 2, 3] 

>>> bad_delete_head(t4) 
>>> t4 [1, 
2, 3] 

At the beginning of bad_delete_head, t and t4 refer to the same list. At the end, t 

refers to a new list, but t4 still refers to the original, unmodified list. 

An alternative is to write a function that creates and returns a new list. For example, 

tail returns all but the first element of a list: 

def tail(t): 

return t[1:] 

This function leaves the original list unmodified. Here’s how it is used: 

>>> letters = ['a', 'b', 'c'] 

>>> rest = tail(letters) 
>>> rest ['b', 
'c'] 

 

Debugging 
Careless use of lists (and other mutable objects) can lead to long hours of debugging. Here are 

some common pitfalls and ways to avoid them: 

1. Most list methods modify the argument and return None. This is the opposite of the 

string methods, which return a new string and leave the original alone. 

If you are used to writing string code like this: 

word = word.strip() 

It is tempting to write list code like this: 

t = t.sort() # WRONG! 

Because sort returns None, the next operation you perform with t is likely to fail. 

Before using list methods and operators, you should read the documentation carefully 

and then test them in interactive mode. 

2. Pick an idiom and stick with it. 

Part of the problem with lists is that there are too many ways to do things. For example, 

to remove an element from a list, you can use pop, remove, del, or even a slice assignment. 

To add an element, you can use the append method or the + operator. Assuming that t is a 

list and x is a list element, these are correct: 

t.append(x) t 
= t + [x] t += 
[x] 

And these are wrong: 

t.append([x]) # WRONG! 

t = t.append(x) # WRONG! 

t + [x] # WRONG! 

t = t + x # WRONG! 

Try out each of these examples in interactive mode to make sure you understand what they 



 

 

do. Notice that only the last one causes a runtime error; the other three are legal, but they do 

the wrong thing. 

 

3. Make copies to avoid aliasing. 

If you want to use a method like sort that modifies the argument, but you need to keep the 

original list as well, you can make a copy: 

>>> t = [3, 1, 2] 

>>> t2 = t[:] 

>>> t2.sort() 

>>> t 

[3, 1, 2] 
>>> t2 [1, 
2, 3] 

In this example you could also use the built-in function sorted, which returns a new, 

sorted list and leaves the original alone: 

>>> t2 = sorted(t) 

>>> t 

[3, 1, 2] 
>>> t2 [1, 
2, 3] 


