
 

UNIT-II 

The turtle Module 

To check whether you have the turtle module, open the Python interpreter and type: 

>>> import turtle 
>>> bob = turtle.Turtle() 

When you run this code, it should create a new window with a small arrow that 

rep‐ resents the turtle. Close the window. 

Create a file named mypolygon.py and type in the following code: 

import turtle 
bob = 
turtle.Turtle() 
print(bob) 
turtle.mainloop() 

The turtle module (with a lowercase t) provides a function called Turtle (with an 

uppercase T) that creates a Turtle object, which we assign to a variable named bob. 

Printing bob displays something like: 

<turtle.Turtle object at 0xb7bfbf4c> 

This means that bob refers to an object with type Turtle as defined in module 

turtle. 

mainloop tells the window to wait for the user to do something, although in this 

case there’s not much for the user to do except close the window. 

Once you create a Turtle, you can call a method to move it around the window. 

A method is similar to a function, but it uses slightly different syntax. For 

example, to move the turtle forward: 

bob.fd(100) 

The method, fd, is associated with the turtle object we’re calling bob. Calling 

a method is like making a request: you are asking bob to move forward. 

The argument of fd is a distance in pixels, so the actual size depends on your display. 

Other methods you can call on a Turtle are bk to move backward, lt for left turn, and 

rt right turn. The argument for lt and rt is an angle in degrees. 

Also, each Turtle is holding a pen, which is either down or up; if the pen is down, 

the Turtle leaves a trail when it moves. The methods pu and pd stand for “pen 

up” and “pen down”. 



 

To draw a right angle, add these lines to the program (after creating bob and before 

calling mainloop): 

bob.fd(10
0) 
bob.lt(90) 
bob.fd(10
0) 

When you run this program, you should see bob move east and then north, 

leaving two line segments behind. 

Now modify the program to draw a square. Don’t go on until you’ve got it 

working! 

Simple Repetition 

Chances are you wrote something like this: 

bob.fd(10
0) 
bob.lt(90) 

 
bob.fd(10
0) 
bob.lt(90) 

 
bob.fd(10
0) 
bob.lt(90) 

 

bob.fd(100) 

We can do the same thing more concisely with a for statement. Add this example to 

mypolygon.py and run it again: 

for i in range(4): 
print('Hello!'
) 

You should see something like this: 

Hell
o! 
Hell
o! 



 

Hell
o! 
Hell
o! 

This is the simplest use of the for statement; we will see more later. But that should 

be enough to let you rewrite your square-drawing program. Don’t go on until you 

do. 

Here is a for statement that draws a square: 

for i in 
range(4): 
bob.fd(100) 
bob.lt(90) 

The syntax of a for statement is similar to a function definition. It has a header that 

ends with a colon and an indented body. The body can contain any number of 

state‐ ments. 

A for statement is also called a loop because the flow of execution runs through the 

body and then loops back to the top. In this case, it runs the body four times. 

This version is actually a little different from the previous square-drawing 

code because it makes another turn after drawing the last side of the square. The 

extra turn takes more time, but it simplifies the code if we do the same thing every 

time through the loop. This version also has the effect of leaving the turtle back in 

the starting posi‐ tion, facing in the starting direction. 



  

The innermost statements, fd and lt, are indented twice to show that they are inside 

the for loop, which is inside the function definition. The next line, square(bob), is 

flush with the left margin, which indicates the end of both the for loop and the func‐ 

tion definition. 

Inside the function, t refers to the same turtle bob, so t.lt(90) has the same effect as 

bob.lt(90). In that case, why not call the parameter bob? The idea is that t can be 

any turtle, not just bob, so you could create a second turtle and pass it as an argument 

to square: 

alice = 
Turtle() 
square(alice) 

Wrapping a piece of code up in a function is called encapsulation. One of the 

bene‐ fits of encapsulation is that it attaches a name to the code, which serves as a 

kind of documentation. Another advantage is that if you reuse the code, it is more 

concise to call a function twice than to copy and paste the body! 

Generalization 

The next step is to add a length parameter to square. Here is a solution: 

def square(t, 
length): for i in 
range(4): 

t.fd(length
) t.lt(90) 

 

square(bob, 100) 

Adding a parameter to a function is called generalization because it makes the 

func‐ tion more general: in the previous version, the square is always the same 

size; in this version it can be any size. 

The next step is also a generalization. Instead of drawing squares, polygon draws 

reg‐ ular polygons with any number of sides. Here is a solution: 

def polygon(t, n, length): 
angle = 360 / n 
for i in 

range(n): 
t.fd(length) 
t.lt(angle) 

 



  

polygon(bob, 7, 70) 

This example draws a 7-sided polygon with side length 70. 

If you are using Python 2, the value of angle might be off because of integer 

division. A simple solution is to compute angle = 360.0 / n. Because the 

numerator is a floating-point number, the result is floating point. 

 

When a function has more than a few numeric arguments, it is easy to forget 

what they are, or what order they should be in. In that case it is often a good idea to 

include the names of the parameters in the argument list: 

polygon(bob, n=7, length=70) 

These are called keyword arguments because they include the parameter names 

as “keywords” (not to be confused with Python keywords like while and def). 

This syntax makes the program more readable. It is also a reminder about how 

argu‐ ments and parameters work: when you call a function, the arguments are 

assigned to the parameters. 

Interface Design 

The next step is to write circle, which takes a radius, r, as a parameter. Here is a 

simple solution that uses polygon to draw a 50-sided polygon: 

import math 

 
def circle(t, r): 

circumference = 2 * 
math.pi * r n = 50 
length = circumference 
/ n polygon(t, n, 
length) 

The first line computes the circumference of a circle with radius r using the 

formula 2πr. Since we use math.pi, we have to import math. By convention, 

import state‐ ments are usually at the beginning of the script. 

n is the number of line segments in our approximation of a circle, so length is 

the length of each segment. Thus, polygon draws a 50-sided polygon that 

approximates a circle with radius r. 

One limitation of this solution is that n is a constant, which means that for very 

big circles, the line segments are too long, and for small circles, we waste time 

drawing very small segments. One solution would be to generalize the function by 



  

taking n as a parameter. This would give the user (whoever calls circle) more 

control, but the interface would be less clean. 

The interface of a function is a summary of how it is used: what are the 

parameters? What does the function do? And what is the return value? An 

interface is “clean” if it allows the caller to do what they want without dealing with 

unnecessary details. 

In this example, r belongs in the interface because it specifies the circle to be drawn. n 

is less appropriate because it pertains to the details of how the circle should be ren‐ 

dered. 

Rather than clutter up the interface, it is better to choose an appropriate value of n 

depending on circumference: 

def circle(t, r): 
circumference = 2 * 
math.pi * r n = 
int(circumference / 3) + 1 
length = circumference / n 
polygon(t, n, length) 

Now the number of segments is an integer near circumference/3, so the length 

of each segment is approximately 3, which is small enough that the circles look 

good, but big enough to be efficient, and acceptable for any size circle. 

Refactoring 

When I wrote circle, I was able to reuse polygon because a many-sided polygon is 

a good approximation of a circle. But arc is not as cooperative; we can’t use 

polygon or circle to draw an arc. 

One alternative is to start with a copy of polygon and transform it into arc. 

The result might look like this: 

def arc(t, r, angle): 
arc_length = 2 * math.pi * r * angle / 
360 n = int(arc_length / 3) + 1 
step_length = arc_length 
/ n step_angle = angle / 
n 

 
for i in range(n): 

t.fd(step_lengt
h) 
t.lt(step_angle) 



  

The second half of this function looks like polygon, but we can’t reuse 

polygon without changing the interface. We could generalize polygon to take an 

angle as a third argument, but then polygon would no longer be an appropriate 

name! Instead, let’s call the more general function polyline: 

def polyline(t, n, length, 
angle): for i in range(n): 

t.fd(length
) 
t.lt(angle) 

Now we can rewrite polygon and arc to use polyline: 

def polygon(t, n, 
length): angle = 
360.0 / n 
polyline(t, n, length, angle) 

 
def arc(t, r, angle): 

arc_length = 2 * math.pi * r * angle / 
360 n = int(arc_length / 3) + 1 
step_length = arc_length 
/ n step_angle = 
float(angle) / n 
polyline(t, n, step_length, step_angle) 

Finally, we can rewrite circle to use arc: 

def circle(t, r): 
arc(t, r, 360) 

This process—rearranging a program to improve interfaces and facilitate code 

reuse 

—is called refactoring. In this case, we noticed that there was similar code in arc and 

polygon, so we “factored it out” into polyline. 

If we had planned ahead, we might have written polyline first and avoided refactor‐ 

ing, but often you don’t know enough at the beginning of a project to design all 

the interfaces. Once you start coding, you understand the problem better. 

Sometimes refactoring is a sign that you have learned something. 

A Development Plan 

A development plan is a process for writing programs. The process we used in 

this case study is “encapsulation and generalization”. The steps of this process 

are: 



  

1. Start by writing a small program with no function definitions. 

2. Once you get the program working, identify a coherent piece of it, 

encapsulate the piece in a function and give it a name. 

3. Generalize the function by adding appropriate parameters. 

4. Repeat steps 1–3 until you have a set of working functions. Copy and paste 

work‐ ing code to avoid retyping (and re-debugging). 

5. Look for opportunities to improve the program by refactoring. For example, 

if you have similar code in several places, consider factoring it into an 

appropriately general function. 

This process has some drawbacks—we will see alternatives later—but it can be 

useful if you don’t know ahead of time how to divide the program into 

functions. This approach lets you design as you go along. 

 

docstring 

A docstring is a string at the beginning of a function that explains the interface 

(“doc” is short for “documentation”). Here is an example: 

def polyline(t, n, length, angle): 
"""Draws n line segments with the given 
length and angle (in degrees) between them. 
t is a turtle. """ 
for i in 

range(n): 
t.fd(length) 
t.lt(angle) 

By convention, all docstrings are triple-quoted strings, also known as 

multiline strings because the triple quotes allow the string to span more than 

one line. 

It is terse, but it contains the essential information someone would need to use this 

function. It explains concisely what the function does (without getting into the 

details of how it does it). It explains what effect each parameter has on the 

behavior of the function and what type each parameter should be (if it is not 

obvious). 

Writing this kind of documentation is an important part of interface design. A 

well- designed interface should be simple to explain; if you have a hard time 

explaining one of your functions, maybe the interface could be improved. 



  

Debugging 

An interface is like a contract between a function and a caller. The caller agrees to 

provide certain parameters and the function agrees to do certain work. 

For example, polyline requires four arguments: t has to be a Turtle; n has to be an 

integer; length should be a positive number; and angle has to be a number, which is 

understood to be in degrees. 

These requirements are called preconditions because they are supposed to be true 

before the function starts executing. Conversely, conditions at the end of the function 

are postconditions. Postconditions include the intended effect of the function 

(like drawing line segments) and any side effects (like moving the Turtle or 

making other changes). 

Preconditions are the responsibility of the caller. If the caller violates a (properly 

doc‐ umented!) precondition and the function doesn’t work correctly, the bug is 

in the caller, not the function. 

If the preconditions are satisfied and the postconditions are not, the bug is in the 

function. If your pre- and postconditions are clear, they can help with debugging. 

  



  

 

Conditionals and Recursion 

 

The main topic of this chapter is the if statement, which executes different code 

depending on the state of the program. But first I want to introduce two new opera‐ 

tors: floor division and modulus. 

Floor Division and Modulus 

The floor division operator, //, divides two numbers and rounds down to an 

integer. For example, suppose the run time of a movie is 105 minutes. You 

might want to know how long that is in hours. Conventional division 

returns a floating-point number: 

>>> minutes = 105 
>>> minutes / 
60 1.75 

But we don’t normally write hours with decimal points. Floor division returns 

the integer number of hours, dropping the fraction part: 

>>> minutes = 105 
>>> hours = minutes // 60 
>>> 
hours 1 

To get the remainder, you could subtract off one hour in minutes: 

>>> remainder = minutes - hours * 60 
>>> 
remainder 
45 

An alternative is to use the modulus operator, %, which divides two numbers 

and returns the remainder: 

>>> remainder = minutes % 60 
>>> 
remainder 
45 

The modulus operator is more useful than it seems. For example, you can 

check whether one number is divisible by another—if x % y is zero, then x is 

divisible by y. 

Also, you can extract the right-most digit or digits from a number. For example, x 

% 10 yields the right-most digit of x (in base 10). Similarly x % 100 yields the 

last two digits. 



  

If you are using Python 2, division works differently. The division operator, /, 

per‐ forms floor division if both operands are integers, and floating-point division 

if either operand is a float. 

Boolean Expressions 

A boolean expression is an expression that is either true or false. The 

following examples use the operator ==, which compares two operands and 

produces True if they are equal and False otherwise: 

>>> 5 == 5 
True 
>>> 5 == 6 
False 

True and False are special values that belong to the type bool; they are not strings: 

>>> type(True) 
<class 'bool'> 
>>> type(False) 
<class 'bool'> 

The == operator is one of the relational operators; the others are: 

x != y # x is not equal to y 
x > y # x is greater than y 
x < y # x is less than y 
x >= y # x is greater than or equal to y 
x <= y # x is less than or equal to y 

Although these operations are probably familiar to you, the Python symbols are 

dif‐ ferent from the mathematical symbols. A common error is to use a single 

equal sign (=) instead of a double equal sign (==). Remember that = is an 

assignment operator and == is a relational operator. There is no such thing as 

=< or =>. 





  

Logical Operators 

There are three logical operators: and, or, and not. The semantics (meaning) of 

these operators is similar to their meaning in English. For example, x > 0 and x 

< 10 is true only if x is greater than 0 and less than 10. 

n%2 == 0 or n%3 == 0 is true if either or both of the conditions is true, that is, if 

the number is divisible by 2 or 3. 

Finally, the not operator negates a boolean expression, so not (x > y) is true if x > 

y is false, that is, if x is less than or equal to y. 

Strictly speaking, the operands of the logical operators should be boolean 

expres‐ sions, but Python is not very strict. Any nonzero number is interpreted 

as True: 

>>> 42 and 
True True 

This flexibility can be useful, but there are some subtleties to it that might be confus‐ 

ing. You might want to avoid it (unless you know what you are doing). 

Conditional Execution 

In order to write useful programs, we almost always need the ability to check 

condi‐ tions and change the behavior of the program accordingly. Conditional 

statements give us this ability. The simplest form is the if statement: 

if x > 0: 
print('x is positive') 

The boolean expression after if is called the condition. If it is true, the indented 

statement runs. If not, nothing happens. 

if statements have the same structure as function definitions: a header followed by 

an indented body. Statements like this are called compound statements. 

There is no limit on the number of statements that can appear in the body, but there 

has to be at least one. Occasionally, it is useful to have a body with no statements 

(usually as a place keeper for code you haven’t written yet). In that case, you can use 

the pass statement, which does nothing. 

if x < 0: 
pass # TODO: need to handle negative values! 

 

Alternative Execution 



  

A second form of the if statement is “alternative execution”, in which there are two 

possibilities and the condition determines which one runs. The syntax looks like 

this: 

if x % 2 == 0: 
print('x is 
even') 

else: 
print('x is odd') 

If the remainder when x is divided by 2 is 0, then we know that x is even, and 

the program displays an appropriate message. If the condition is false, the second 

set of statements runs. Since the condition must be true or false, exactly one of the 

alterna‐ tives will run. The alternatives are called branches, because they are 

branches in the flow of execution. 

Chained Conditionals 

Sometimes there are more than two possibilities and we need more than 

two branches. One way to express a computation like that is a chained 

conditional: 

if x < y: 
print('x is less than y') 

elif x > y: 
print('x is greater than 

y') else: 
print('x and y are equal') 

elif is an abbreviation of “else if ”. Again, exactly one branch will run. There is 

no limit on the number of elif statements. If there is an else clause, it has to be at the 

end, but there doesn’t have to be one. 

if choice == 'a': 
draw_a() 

elif choice == 'b': 
draw_b() 

elif choice == 'c': 
draw_c() 

Each condition is checked in order. If the first is false, the next is checked, and so 

on. If one of them is true, the corresponding branch runs and the statement ends. 

Even if more than one condition is true, only the first true branch runs. 

Nested Conditionals 



  

One conditional can also be nested within another. We could have written the 

exam‐ ple in the previous section like this: 

if x == y: 
print('x and y are 

equal') else: 
if x < y: 

print('x is less than y') 
else: 

print('x is greater than y') 

The outer conditional contains two branches. The first branch contains a 

simple statement. The second branch contains another if statement, which 

has two branches of its own. Those two branches are both simple statements, 

although they could have been conditional statements as well. 

Although the indentation of the statements makes the structure apparent, nested 

conditionals become difficult to read very quickly. It is a good idea to avoid 

them when you can. 

Logical operators often provide a way to simplify nested conditional statements. 

For example, we can rewrite the following code using a single conditional: 

if 0 < x: 
if x < 10: 

print('x is a positive single-digit number.') 

The print statement runs only if we make it past both conditionals, so we can get the 

same effect with the and operator: 

if 0 < x and x < 10: 
print('x is a positive single-digit number.') 

For this kind of condition, Python provides a more concise option: 

if 0 < x < 10: 
print('x is a positive single-digit number.') 

 

Recursion 

It is legal for one function to call another; it is also legal for a function to call itself. It 

may not be obvious why that is a good thing, but it turns out to be one of the 

most magical things a program can do. For example, look at the following 

function: 

def 
countdown
(n): if n <= 



  

0: 
print('Blastoff!'

) else: 
print(n) 
countdown(
n-1) 

If n is 0 or negative, it outputs the word, “Blastoff!” Otherwise, it outputs n and then 

calls a function named countdown—itself—passing n-1 as an argument. 

What happens if we call this function like this? 

>>> countdown(3) 

The execution of countdown begins with n=3, and since n is greater than 0, it 

outputs the value 3, and then calls itself... 

The execution of countdown begins with n=2, and since n is greater 

than 0, it outputs the value 2, and then calls itself... 

The execution of countdown begins with n=1, and since n is 

greater than 0, it outputs the value 1, and then calls itself... 

The execution of countdown begins with n=0, and 

since n is not greater than 0, it outputs the word, 

“Blastoff!” and then returns. 

The countdown that got n=1 returns. 

The countdown that got n=2 

returns. 

The countdown that got n=3 returns. 

And then you’re back in main . So, the total output looks like this: 

3 
2 
1 
Blastoff! 

A function that calls itself is recursive; the process of executing it is called 

recursion. As another example, we can write a function that prints a string n 

times: 

def print_n(s, 
n): if n <= 
0: 



  

return 
print(s) 
print_n(s, n-
1) 

If n <= 0 the return statement exits the function. The flow of execution 

immediately returns to the caller, and the remaining lines of the function don’t 

run. 

The rest of the function is similar to countdown: it displays s and then calls itself 

to display s n-1 additional times. So the number of lines of output is 1 + (n - 

1), which adds up to n. 

For simple examples like this, it is probably easier to use a for loop. But we will 

see examples later that are hard to write with a for loop and easy to write with 

recursion, so it is good to start early. 

Stack Diagrams for Recursive Functions 

In “Stack Diagrams” on page 28, we used a stack diagram to represent the state of 

a program during a function call. The same kind of diagram can help interpret a 

recur‐ sive function. 

Every time a function gets called, Python creates a frame to contain the 

function’s local variables and parameters. For a recursive function, there might 

be more than one frame on the stack at the same time. 

Figure 5-1 shows a stack diagram for countdown called with n = 3. 

 

Figure 5-1. Stack diagram. 

 

As usual, the top of the stack is the frame for main . It is empty because we did 

not create any variables in main  or pass any arguments to it. 



  

The four countdown frames have different values for the parameter n. The bottom 

of the stack, where n=0, is called the base case. It does not make a recursive call, so 

there are no more frames. 

As an exercise, draw a stack diagram for print_n called with s = 'Hello' and n=2. 

Then write a function called do_n that takes a function object and a number, n, 

as arguments, and that calls the given function n times. 

Infinite Recursion 

If a recursion never reaches a base case, it goes on making recursive calls forever, 

and the program never terminates. This is known as infinite recursion, and it is 

generally not a good idea. Here is a minimal program with an infinite 

recursion: 

def 
recurse()
: 
recurse() 

In most programming environments, a program with infinite recursion does 

not really run forever. Python reports an error message when the maximum 

recursion depth is reached: 

File "<stdin>", line 2, in 
recurse File "<stdin>", line 2, 
in recurse File "<stdin>", line 
2, in recurse 

. 

. 

. 
File "<stdin>", line 2, in recurse 

RuntimeError: Maximum recursion 
depth exceeded 

This traceback is a little bigger than the one we saw in the previous chapter. When 

the error occurs, there are 1,000 recurse frames on the stack! 

If you write an infinite recursion by accident, review your function to confirm 

that there is a base case that does not make a recursive call. And if there is a base 

case, check whether you are guaranteed to reach it. 

Keyboard Input 

The programs we have written so far accept no input from the user. They just do 



  

the same thing every time. 

Python provides a built-in function called input that stops the program and waits 

for the user to type something. When the user presses Return or Enter, the 

program resumes and input returns what the user typed as a string. In Python 2, 

the same function is called raw_input. 

>>> text = input() 
What are you waiting for? 
>>> text 
What are you waiting for? 

Before getting input from the user, it is a good idea to print a prompt telling the user 

what to type. input can take a prompt as an argument: 

>>> name = input('What...is your 
name?\n') What...is your name? 
Arthur, King of the Britons! 
>>> name 
Arthur, King of the Britons! 

The sequence \n at the end of the prompt represents a newline, which is a special 

character that causes a line break. That’s why the user’s input appears below the 

prompt. 

If you expect the user to type an integer, you can try to convert the return value to 

int: 

>>> prompt = 'What...is the airspeed velocity of an unladen swallow?\n' 
>>> speed = input(prompt) 
What...is the airspeed velocity of an unladen 
swallow? 42 
>>> 
int(speed) 
42 

But if the user types something other than a string of digits, you get an error: 

>>> speed = input(prompt) 
What...is the airspeed velocity of an unladen 
swallow? What do you mean, an African or a 
European swallow? 
>>> int(speed) 
ValueError: invalid literal for int() with base 10 

We will see how to handle this kind of error later. 

Debugging 



  

When a syntax or runtime error occurs, the error message contains a lot of 

informa‐ tion, but it can be overwhelming. The most useful parts are usually: 

• What kind of error it was 

• Where it occurred 

Syntax errors are usually easy to find, but there are a few gotchas. Whitespace 

errors can be tricky because spaces and tabs are invisible and we are used to 

ignoring them. 

>>> x = 5 
>>>  y = 6 

File "<stdin>", line 
1 y = 6 
^ 

IndentationError: unexpected indent 

In this example, the problem is that the second line is indented by one space. But the 

error message points to y, which is misleading. In general, error messages 

indicate where the problem was discovered, but the actual error might be earlier in 

the code, sometimes on a previous line. 

The same is true of runtime errors. Suppose you are trying to compute a signal-

to- noise ratio in decibels. The formula is SNRdb = 10 log10 Psignal/Pnoise . 

In Python, 
you might write something like this: 

import math 
signal_power 
= 9 
noise_power = 10 
ratio = signal_power // 
noise_power decibels = 10 * 
math.log10(ratio) 
print(decibels) 

When you run this program, you get an exception: 

Traceback (most recent call last): 
File "snr.py", line 5, in ? 

decibels = 10 * 
math.log10(ratio) 

ValueError: math domain error 

The error message indicates line 5, but there is nothing wrong with that line. To 

find the real error, it might be useful to print the value of ratio, which turns out to 



  

be 0. The problem is in line 4, which uses floor division instead of floating-point 

division. 

You should take the time to read error messages carefully, but don’t assume that 

everything they say is correct. 



  

Fruitful Functions 

 

Many of the Python functions we have used, such as the math functions, 

produce return values. But the functions we’ve written are all void: they have an 

effect, like printing a value or moving a turtle, but they don’t have a return value. In 

this chapter you will learn to write fruitful functions. 

Return Values 

Calling the function generates a return value, which we usually assign to a variable 

or use as part of an expression. 

e = math.exp(1.0) 
height = radius * math.sin(radians) 

The functions we have written so far are void. Speaking casually, they have no 

return value; more precisely, their return value is None. 

In this chapter, we are (finally) going to write fruitful functions. The first example 

is 

area, which returns the area of a circle with the given radius: 

def area(radius): 
a = math.pi * 
radius**2 return a 

We have seen the return statement before, but in a fruitful function the return state‐ 

ment includes an expression. This statement means: “Return immediately from 

this function and use the following expression as a return value.” The expression 

can be arbitrarily complicated, so we could have written this function more 

concisely: 

def area(radius): 
return math.pi * radius**2 

On the other hand, temporary variables like a can make debugging easier. 



  

Sometimes it is useful to have multiple return statements, one in each branch of a 

conditional: 

def 
absolute_value(
x): if x < 0: 

return -
x else: 

return x 

Since these return statements are in an alternative conditional, only one runs. 

As soon as a return statement runs, the function terminates without executing any 

subsequent statements. Code that appears after a return statement, or any other place 

the flow of execution can never reach, is called dead code. 

In a fruitful function, it is a good idea to ensure that every possible path through the 

program hits a return statement. For example: 

def 
absolute_value(
x): if x < 0: 

return -x 
if x > 0: 

return x 

This function is incorrect because if x happens to be 0, neither condition is true, and 

the function ends without hitting a return statement. If the flow of execution gets to 

the end of a function, the return value is None, which is not the absolute value of 0: 

>>> 
absolute_value(0) 
None 

By the way, Python provides a built-in function called abs that computes 

absolute values. 

As an exercise, write a compare function takes two values, x and y, and returns 1 if 

x 

> y, 0 if x == y, and -1 if x < y. 

Incremental Development 

As you write larger functions, you might find yourself spending more time 

debug‐ ging. 

To deal with increasingly complex programs, you might want to try a process 



  

called incremental development. The goal of incremental development is to 

avoid long debugging sessions by adding and testing only a small amount of 

code at a time. 

As an example, suppose you want to find the distance between two points, given 

by the coordinates x1, y1 and x2, y2 . By the Pythagorean theorem, the distance 

is: 

distance = 

 

The first step is to consider what a distance function should look like in Python. 

In other words, what are the inputs (parameters) and what is the output (return 

value)? 

In this case, the inputs are two points, which you can represent using four 

numbers. The return value is the distance represented by a floating-point value. 

Immediately you can write an outline of the function: 

def distance(x1, y1, x2, y2): 
return 0.0 

Obviously, this version doesn’t compute distances; it always returns zero. But it is 

syn‐ tactically correct, and it runs, which means that you can test it before you 

make it more complicated. 

To test the new function, call it with sample arguments: 

>>> distance(1, 2, 4, 6) 
0.0 

I chose these values so that the horizontal distance is 3 and the vertical distance is 4; 

that way, the result is 5, the hypotenuse of a 3-4-5 triangle. When testing a function, it 

is useful to know the right answer. 

At this point we have confirmed that the function is syntactically correct, and we 
can start adding code to the body. A reasonable next step is to find the differences 
x2 − x1 and y2 − y1. The next version stores those values in temporary variables 

and prints them: 

def distance(x1, y1, x2, 
y2): dx = x2 - x1 
dy = y2 - y1 
print('dx is', dx) 
print('dy is', dy) 
return 0.0 

x2 − x1 
2 + y2 − y1 

2
 



  

If the function is working, it should display dx is 3 and dy is 4. If so, we know that 

the function is getting the right arguments and performing the first computation 

cor‐ rectly. If not, there are only a few lines to check. 

Next we compute the sum of squares of dx and dy: 

def distance(x1, y1, x2, 
y2): dx = x2 - x1 
dy = y2 - y1 
dsquared = dx**2 + dy**2 
print('dsquared is: ', 
dsquared) return 0.0 

Again, you would run the program at this stage and check the output (which 

should be 25). Finally, you can use math.sqrt to compute and return the result: 

def distance(x1, y1, x2, 
y2): dx = x2 - x1 
dy = y2 - y1 
dsquared = dx**2 + 
dy**2 result = 
math.sqrt(dsquared) 
return result 

If that works correctly, you are done. Otherwise, you might want to print the value of 

result before the return statement. 

The final version of the function doesn’t display anything when it runs; it only 

returns a value. The print statements we wrote are useful for debugging, but once 

you get the function working, you should remove them. Code like that is 

called scaffolding because it is helpful for building the program but is not part 

of the final product. 

When you start out, you should add only a line or two of code at a time. As you 

gain more experience, you might find yourself writing and debugging bigger 

chunks. Either way, incremental development can save you a lot of debugging 

time. 

The key aspects of the process are: 

1. Start with a working program and make small incremental changes. At any 

point, if there is an error, you should have a good idea where it is. 

2. Use variables to hold intermediate values so you can display and check them. 

3. Once the program is working, you might want to remove some of the 

scaffolding or consolidate multiple statements into compound expressions, but 



  

only if it does not make the program difficult to read. 

As an exercise, use incremental development to write a function called 

hypotenuse that returns the length of the hypotenuse of a right triangle given the 

lengths of the other two legs as arguments. Record each stage of the development 

process as you go. 

Composition 

As you should expect by now, you can call one function from within another. As 

an example, we’ll write a function that takes two points, the center of the circle 

and a point on the perimeter, and computes the area of the circle. 

Assume that the center point is stored in the variables xc and yc, and the perimeter 

point is in xp and yp. The first step is to find the radius of the circle, which is 

the distance between the two points. We just wrote a function, distance, that does 

that: 

radius = distance(xc, yc, xp, yp) 

The next step is to find the area of a circle with that radius; we just wrote that, too: 

result = area(radius) 

Encapsulating these steps in a function, we get: 

def circle_area(xc, yc, xp, yp): 
radius = distance(xc, yc, xp, 
yp) result = area(radius) 
return result 

The temporary variables radius and result are useful for development and debug‐ 

ging, but once the program is working, we can make it more concise by 

composing the function calls: 

def circle_area(xc, yc, xp, yp): 
return area(distance(xc, yc, xp, yp)) 

 

Boolean Functions 

Functions can return booleans, which is often convenient for hiding complicated 

tests inside functions. For example: 

def is_divisible(x, 
y): if x % y == 
0: 

return 
True else: 



  

return False 

It is common to give boolean functions names that sound like yes/no 

questions; 

is_divisible returns either True or False to indicate whether x is divisible by y. 

Here is an example: 

>>> is_divisible(6, 4) 
False 
>>> is_divisible(6, 
3) True 

The result of the == operator is a boolean, so we can write the function more 
con‐ cisely by returning it directly: 

def is_divisible(x, 
y): return x % y 
== 0 

Boolean functions are often used in conditional statements: 

if is_divisible(x, y): 
print('x is divisible by y') 

It might be tempting to write something like: 

if is_divisible(x, y) == 
True: print('x is divisible 
by y') 

But the extra comparison is unnecessary. 

As an exercise, write a function is_between(x, y, z) that returns True if x ≤ y ≤ z 

or False otherwise. 

More Recursion 

We have only covered a small subset of Python, but you might be interested to 

know that this subset is a complete programming language, which means that 

anything that can be computed can be expressed in this language. Any program 

ever written could be rewritten using only the language features you have learned 

so far (actually, you would need a few commands to control devices like the 

mouse, disks, etc., but that’s all). 

Proving that claim is a nontrivial exercise first accomplished by Alan Turing, one 

of the first computer scientists (some would argue that he was a mathematician, 

but a lot of early computer scientists started as mathematicians). Accordingly, it is 

known as the Turing Thesis. For a more complete (and accurate) discussion of 



  

the Turing Thesis, I recommend Michael Sipser’s book Introduction to the Theory 

of Computation (Course Technology, 2012). 

To give you an idea of what you can do with the tools you have learned so far, 

we’ll evaluate a few recursively defined mathematical functions. A recursive 

definition is similar to a circular definition, in the sense that the definition contains a 

reference to the thing being defined. A truly circular definition is not very 

useful: 

vorpal: 

An adjective used to describe something that is vorpal. 

If you saw that definition in the dictionary, you might be annoyed. On the 

other hand, if you looked up the definition of the factorial function, denoted with 

the sym‐ bol !, you might get something like this: 

 

0! = 1 

n! = n n − 1 ! 

 

This definition says that the factorial of 0 is 1, and the factorial of any other value, n, 

is n multiplied by the factorial of n-1. 

So 3! is 3 times 2!, which is 2 times 1!, which is 1 times 0!. Putting it all together, 

3! 

equals 3 times 2 times 1 times 1, which is 6. 

If you can write a recursive definition of something, you can write a Python 

program to evaluate it. The first step is to decide what the parameters should be. In 

this case it should be clear that factorial takes an integer: 



 

def factorial(n): 

If the argument happens to be 0, all we have to do is return 1: 

def 
factorial(n)
: if n == 0: 

return 1 

Otherwise, and this is the interesting part, we have to make a recursive call to find the 

factorial of n-1 and then multiply it by n: 

def 
factorial(n)
: if n == 0: 

return 
1 else: 

recurse = factorial(n-
1) result = n * 
recurse return result 

The flow of execution for this program is similar to the flow of countdown in 

“Recur‐ sion” on page 51. If we call factorial with the value 3: 

Since 3 is not 0, we take the second branch and calculate the factorial of n-1... 

Since 2 is not 0, we take the second branch and calculate the factorial of 

n-1... 

Since 1 is not 0, we take the second branch and calculate the 

factorial of n-1... 

Since 0 equals 0, we take the first branch and return 1 

without mak‐ ing any more recursive calls. 

The return value, 1, is multiplied by n, which is 1, and the result is 

returned. 

The return value, 1, is multiplied by n, which is 2, and the result is 

returned. 

The return value (2) is multiplied by n, which is 3, and the result, 6, becomes 

the return value of the function call that started the whole process. 

Figure 6-1 shows what the stack diagram looks like for this sequence of function 

calls. 



 

 

 

Figure 6-1. Stack diagram. 

 

The return values are shown being passed back up the stack. In each frame, 

the return value is the value of result, which is the product of n and recurse. 

In the last frame, the local variables recurse and result do not exist, because the 

branch that creates them does not run. 

Leap of Faith 

Following the flow of execution is one way to read programs, but it can 

quickly become overwhelming. An alternative is what I call the “leap of faith”. 

When you come to a function call, instead of following the flow of execution, you 

assume that the function works correctly and returns the right result. 

In fact, you are already practicing this leap of faith when you use built-in 

functions. When you call math.cos or math.exp, you don’t examine the bodies 

of those func‐ tions. You just assume that they work because the people who wrote 

the built-in func‐ tions were good programmers. 

The same is true when you call one of your own functions. For example, in 

“Boolean Functions” on page 65, we wrote a function called is_divisible that 

determines whether one number is divisible by another. Once we have convinced 

ourselves that this function is correct—by examining the code and testing—we 

can use the function without looking at the body again. 

The same is true of recursive programs. When you get to the recursive call, instead 

of following the flow of execution, you should assume that the recursive call 

works (returns the correct result) and then ask yourself, “Assuming that I can find 

the facto‐ rial of n-1, can I compute the factorial of n?” It is clear that you can, by 

multiplying by n. 

Of course, it’s a bit strange to assume that the function works correctly when 



 

you haven’t finished writing it, but that’s why it’s called a leap of faith! 

One More Example 

After factorial, the most common example of a recursively defined mathematical 

function is fibonacci, which has the following definition (see http://en.wikipedia.org/ 

wiki/Fibonacci_number): 

 

fibonacci 0 = 0 

fibonacci 1 = 1 

fibonacci n = fibonacci n − 1 + fibonacci n − 2 

 

Translated into Python, it looks like this: 

def fibonacci 
(n): if n == 
0: 

return 0 
elif n == 1: 

return 
1 else: 

return fibonacci(n-1) + fibonacci(n-2) 

If you try to follow the flow of execution here, even for fairly small values of n, 

your head explodes. But according to the leap of faith, if you assume that the two 

recursive calls work correctly, then it is clear that you get the right result by 

adding them together. 

Checking Types 

What happens if we call factorial and give it 1.5 as an argument? 

>>> factorial(1.5) 
RuntimeError: Maximum recursion depth exceeded 

It looks like an infinite recursion. How can that be? The function has a base 

case— when n == 0. But if n is not an integer, we can miss the base case and recurse 

forever. 

In the first recursive call, the value of n is 0.5. In the next, it is -0.5. From there, it gets 

smaller (more negative), but it will never be 0. 

We have two choices. We can try to generalize the factorial function to work with 

floating-point numbers, or we can make factorial check the type of its argument. 

The first option is called the gamma function and it’s a little beyond the scope of 

this book. So we’ll go for the second. 

We can use the built-in function isinstance to verify the type of the argument. 

http://en.wikipedia.org/wiki/Fibonacci_number
http://en.wikipedia.org/wiki/Fibonacci_number


 

 

While we’re at it, we can also make sure the argument is positive: 

def factorial (n): 
if not isinstance(n, int): 

print('Factorial is only defined for 
integers.') return None 

elif n < 0: 
print('Factorial is not defined for negative 
integers.') return None 

elif n == 0: 
return 

1 else: 
return n * factorial(n-1) 

The first base case handles nonintegers; the second handles negative integers. In 

both cases, the program prints an error message and returns None to indicate that 

some‐ thing went wrong: 

>>> factorial('fred') 
Factorial is only defined for 
integers. None 
>>> factorial(-2) 
Factorial is not defined for negative 
integers. None 

If we get past both checks, we know that n is positive or zero, so we can prove that the 

recursion terminates. 

This program demonstrates a pattern sometimes called a guardian. The first 

two conditionals act as guardians, protecting the code that follows from values that 

might cause an error. The guardians make it possible to prove the correctness of the 

code. 

In “Reverse Lookup” on page 129 we will see a more flexible alternative to printing 

an error message: raising an exception. 

Debugging 

Breaking a large program into smaller functions creates natural checkpoints 

for debugging. If a function is not working, there are three possibilities to 

consider: 

• There is something wrong with the arguments the function is getting; a 

precon‐ dition is violated. 

• There is something wrong with the function; a postcondition is violated. 

• There is something wrong with the return value or the way it is being used. 

To rule out the first possibility, you can add a print statement at the beginning of the 



 

function and display the values of the parameters (and maybe their types). Or 

you can write code that checks the preconditions explicitly. 

If the parameters look good, add a print statement before each return statement and 

display the return value. If possible, check the result by hand. Consider calling 

the function with values that make it easy to check the result (as in “Incremental 

Devel‐ opment” on page 62). 

If the function seems to be working, look at the function call to make sure the return 

value is being used correctly (or used at all!). 

Adding print statements at the beginning and end of a function can help make 

the flow of execution more visible. For example, here is a version of factorial with 

print statements: 

def factorial(n): 
space = ' ' * (4 * n) 
print(space, 'factorial', n) 
if n == 0: 

print(space, 'returning 1') 

return 
1 else: 

recurse = factorial(n-
1) result = n * 
recurse 
print(space, 'returning', 
result) return result 

space is a string of space characters that controls the indentation of the output. Here 

is the result of factorial(4) : 

factorial 4 
factorial 3 

factorial 2 
factorial 1 

factorial 0 
returning 1 

returning 1 
returning 2 

returning 6 
returning 24 

If you are confused about the flow of execution, this kind of output can be helpful. 

It takes some time to develop effective scaffolding, but a little bit of scaffolding can 

save a lot of debugging. 


